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Executive summary 

The signs are all around us: the world is changing rapidly, from the way we gain and 
retain competitive advantage, to the impact of digital transformation, to our increasing 
reliance on the cloud. Just as rapid is the pace at which those who want to gain illicit 
access to our data or intellectual property or wreak havoc with our brand or institutions 
are moving. Managing risk has become much more complex while it grows ever   
more important. 

Fortunately, others have navigated the tricky waters of buying down risk in an ever-
changing environment, and all of us - Security, Development and senior executives - can 
benefit from industry best practices when it comes to navigating the tricky waters of 
buying down risk in an ever-changing environment. This paper presents five aspects of 
risk buy-down, presented in the context of a defense-in-depth approach. 

Conflicting requirements: speed, convenience 
and security 

Time to market is the name of the game today for businesses around the world. To 
respond to changing market conditions and maintain a competitive edge, development 
teams must put out releases quicker than ever before. Just how fast are they moving? 
A recent analyst survey showed that 27%1 of development teams release once a month 
or faster – and 35% build multiple times a day. Not only is application development 
changing, so too is the way we run our applications. The move from physical servers 
hosted in a data center to virtualized environments began several years ago, but perhaps 
the biggest change has been the shift to the cloud. In fact, 59% of North American 
companies are moving or have moved workloads to public clouds like AWS, Azure and 
Google Cloud. They cite on-demand scalability, remaining competitive and access to new 
development services as the drivers.2  

Applications represent a weak spot for organizations as evidenced by the speed 
and sophistication of attacks. Although the methods vary, the success of attacks is 
only growing: In 2018 more than 466 million records containing personal information 
were breached.3  Many breaches occur when attackers take advantage of unpatched 
vulnerabilities in  code – but organizations seem to be fighting a losing battle since 
it takes an average of 290 days to resolve a high-severity vulnerability.4  All of these 
changes call for a fundamental shift in our approach to security. This paper will provide 
actionable advice on how to ensure security doesn’t delay time-to-market, but becomes 
part of the fabric of daily business life. We present five steps to buying down risk, rather 
than dealing with it as an afterthought.

1 Forrester Data Global Business Technographics Developer Survey, 2018 

2 Adoption Profile: Public Cloud In North America, Q2 2018” Forrester report

3 ITRC 2018 End of Year Data Breach Report. Identity Theft Resource Center, December 2018.   
Retrieved from https://www.idtheftcenter.org/wp-content/uploads/2019/02/ITRC_2018-End-of-Year-Aftermath_
FINAL_V2_combinedWEB.pdf

4 State of Software Security. Veracode, December 2018.       
Retrieved from https://www.veracode.com/state-of-software-security-report
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Change brings security challenges 

Businesses embracing digital transformation face a number of unprecedented 
challenges, one of the biggest of which is that most of the software that companies 
develop isn’t actually theirs. The vast majority of code in applications is not written 
in-house but rather pulled from open-source components. While this helps greatly 
with time-to-market, it has severe implications for corporate risk. That’s because 16% 
of the more than 300 billion open-source libraries downloaded have known security 
vulnerabilities.5 Scanning the code thoroughly would delay the release, so it goes out 
as-is: immediately the application has a target on its back, inviting hackers to probe for 
open-source components and exploit their vulnerabilities. It doesn’t help that incidents 
can remain hidden: it takes teams on average two weeks to discover that an incident has 
even happened, due to incident overload and alert fatigue. Risk increases. 

Another challenge is that today more than half of all website visitors are not humans, but 
rather bots, or programs designed to automate repetitive tasks. While some are helpful, 
such as chatbots or search engine bots, more than 70% of bots are malicious. They 
can spam forums, scrape pricing or other information from your website, stuff stolen 
credentials into sign-on screens to gain unauthorized access, or do other malicious 
activities while masquerading as a human visitor. Identifying and repelling malicious bots 
is a constant challenge for businesses everywhere. Risk increases further. 

Defense in depth – at the heart of     
risk buy-down

With so many changes and emerging risks, it’s hard to keep defense front-and-center. 
Fortunately, the crux of security in today’s world is the defense-in-depth model. This 
means protecting against external threats (bad bots, hackers and even benign parties 
such as partners who might pose a risk) at the edge. And it means protecting against 
internal threats, whether they be insiders who have turned against the organization, 
users whose accounts have been compromised (e.g. through stolen credentials) or those 
who are simply careless and click on a phishing email, allowing unintended network and 
data access. 

Defense in depth is an approach that relies not just on technology, but requires well-
thought-out processes and organizational commitment. Successful implementation 
based on best practices can result in dramatic reduction of risk to the organization, even 
amidst the unrelenting changes and challenges discussed above. Here we present five 
best practices related to products, people and processes. 

5  2019 State of the Software Supply Chain. Sonatype, 2019. Retrieved from https://www.sonatype.com/2019ssc  

https://www.sonatype.com/2019ssc
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BEST PRACTICE #1 

Ensure executive alignment

We’ve all faced the problems that come from operating in silos, with one department (e.g. 
IT) unaware of what another department (e.g. Security) is doing or, even worse, working 
at cross-purposes. Organizations that are serious about buying down risk know they 
must start at the top, with executive alignment. Best Practice #1 is to ensure that both 
CIOs and CISOs are working together to address business risk. Otherwise, applications 
and technologies can be deployed but not necessarily implemented or used or, more 
importantly, deployed but not necessarily with the best security practices. Alignment 
results in good hygiene at the pre-production stage through vulnerability management. 
From a production standpoint, alignment provides solid support for security at the edge 
and the application and database layers, via security processes with measurable results. 

BEST PRACTICE #2

Secure applications at the edge

Applications are the target of a multitude of external threats. Securing them at the 
edge can go a long way toward mitigating the potential effects of virulent attacks 
such as volumetric DDoS attacks, OWASP attacks, bots and others. Protection against 
DDoS attacks needs to be both fast and effective, relying on automatic mitigation and 
unattended protection, with no impact on site performance or legitimate   
visitor experience. 

Protection at the edge against botnets or non-human traffic, which represents more than 
50% of Internet traffic, can prevent numerous types of attacks such as Account Takeover 
(where credentials are harvested and then used to break into legitimate accounts), 
screen scraping, or even DDoS attacks. 

The edge of the network is the perfect place to protect against OWASP Top 10 and 
Automated Top 20 attacks such as SQL injections, cross-site scripting and the like, with a 
web application firewall designed specifically to detect and deflect such attacks.

APIs play a critical role in accelerating innovation in the digital economy, but they can 
also expose a wider attack surface for cybercriminals to exploit. The edge is the ideal 
location to ensure that the many APIs you use in your application development and 
integration are secure. North-south traffic, especially traffic going into the data center, 
can be protected most effectively at the edge.
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BEST PRACTICE #3 

Secure your applications by default

Protecting applications at the edge is vitally important, but there are additional steps 
you can take to make sure all your applications – web, legacy, open-source-based, etc. – 
are secure all the time from known, and even unknown, vulnerabilities. Best Practice #3 
gives your applications the ability to defend and actually heal themselves by leveraging 
Runtime Application Self-Protection (RASP) technology.  RASP embeds security directly 
into applications and is activated at runtime, defending the application against OWASP 
Top 10, known and zero-day attacks in real-time. RASP evaluates potential attacks using 
patented LangSec-based techniques that treat input data as code, rather than relying  
on signatures. The result is fast and accurate detection and blocking without the need 
for updates.

RASP doesn’t just protect your applications but delivers many additional benefits. It 
provides air cover to help keep your applications up and running as intended; it lets  
you preserve your release cadence without delays to fix known vulnerabilities, and 
it frees your team from focusing so much effort on fixing vulnerabilities during the 
development process. 

RASP is part of the risk buy-down best practices for other reasons as well: it can protect 
legacy applications for which you lack documentation or for whom no experts are 
available to fix bugs. Also, it is invaluable in protecting against zero-day vulnerabilities 
that exist in third party software – the open-source code that can make up 80% of 
an organization’s software. But in order for RASP to be truly effective, it needs to be 
fast (with millisecond latency), integrated with the CI/CD process, and able to run in 
production environments. RASP should address not just applications but also APIs 
(East-west traffic) and microservices, and it is important for RASP to integrate with your 
Security Information and Event Management (SIEM) solution.



6 Best Practices in Buying Down Risk - Whitepaper

BEST PRACTICE #4 

Gain actionable insights

We talk about data as if it were the Holy Grail - the more, the better, right? But too much 
data, without context and interpretation, can lead to overload. This is especially true for 
security teams, where the constant need to swivel from one console to another, chase 
down alarms and alerts, and try to figure out what’s really happening, can lead to alert 
fatigue and burnout. With increasingly complex deployment needs, a growing reliance 
on APIs and an ever-expanding number of threats, it has become hard for enterprises to 
stay on top of security events. Best Practices #4 is to generate analytics, not just data. 
Analytics should correlate information from the edge to the app, sifting through masses 
of data to make sense of myriad indications. 

It’s important to make sure your analytics distill and aggregate information, providing 
actionable narratives. With drill-down capabilities, your security teams will be able 
to focus their analysis on targeted attacks, rather than going through thousands of 
events to identify a threat. Make sure your security analytics solution provides a single, 
correlated view into all events across cloud and on-premises deployments, with a clear 
indication of what’s going wrong and how to fix it, you reduce event overload, make 
incident response faster, and increase the efficiency of your SecOps team.
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BEST PRACTICE #5 

Embrace automation and DevSecOps

There is no way for teams to handle the multitude of technologies and processes needed 
to keep risk down to an acceptable level today without automation. It’s a question 
of making sure automation works FOR your teams, not against them. The various 
approaches mentioned in Best Practices 1-4 all rely on automation and, just as important, 
integration. RASP cannot work, and will not be embraced by the development team, if 
it doesn’t integrate with Continuous Integration (CI) tools such as BitBucket, GitLab, 
Jenkins, Travis and the like. Similarly, it needs to integrate with Continuous Development 
(CD) tools like Ansible, Chef and Puppet. 

Because many modern applications like WAF are deployed in the cloud and need to 
scale quickly, they should be deployed on Infrastructure-as-Code platforms such as 
CloudFormation and Terraform. Similarly, to respond in an automated fashion to events 
and alerts, put in place response automation which can be done via SIEM forwarders and 
SOC orchestrations frameworks such as Phantom and Splunk. 

Defense-in-depth – the bedrock of    
risk reduction

The five best practices presented in this paper demonstrate how a defense-in-depth 
strategy can provide multiple, redundant defensive measures in case a security control 
fails or a vulnerability is exploited. Defense in depth originates from a military strategy 
by the same name, which seeks to delay the advance of an attack, rather than defeating 
it with one strong line of defense. At Imperva, we understand that defense in depth 
comprises three key components: people, processes and technology. All three are 
required for buying down risk, because they provide multiple layers of defense to ensure 
the strongest possible protection against a constantly evolving enemy. 

We have seen how multiple layers of defense, starting at the edge and including runtime 
application self-protection can effectively thwart even complex attacks, each layer 
reducing the risk to the organization. When these layers are integrated into the workflow 
of the organization, as components of the CI/CD process, when they work seamlessly 
with your cloud deployments and feed information to your SIEM, they smooth out the 
normal interrupt-driven workflow of the security team and make use of automation so 
incidents are resolved faster. With automation and intelligent analytics, your teams will 
work faster and more efficiently, offloading tedious manual tasks and focusing on the 
real threats. 

However, the best technology and the most optimal processes cannot hope to succeed 
without the support of Best Practice #1 – ensuring executive alignment. Senior 
management is necessarily part of the solution – a big part. Technical controls – security 
measures that protect network systems or resources – must be married to administrative 
controls – security policies or procedures directed at an organization’s employees. But 
neither can work effectively without unwavering support from senior management, and 
clear alignment among the key departments in the organization.

https://www.imperva.com/

